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How to measure relative 
bias in media coverage?
Mainstream media are regularly 
accused of being biased or of peddling 
“fake news”. But are the accusations 
fair? Does a supposedly “partisan” 
newspaper like the New York Times 
really differ in the tone of its coverage 
from a “neutral” newswire service like 
Reuters? Siddhartha Dalal, Berkay 
Adlim and Michael Lesk investigate 
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With cries of “bias” and “fake news”, critics of 
mainstream media outlets now routinely 
accuse newspapers, magazines and TV 
stations of slanting or even inventing the news 

for the sake of partisan politics. One of the most vocal and 
prominent critics is US President Donald Trump. Outlets such 
as CNN, the Washington Post and the New York Times are 
regularly singled out by the President as being biased against 
him personally, his politics or his policy initiatives.

Trump’s supporters might take the President’s side in such 
matters, denouncing those same publications as biased, 
while those opposed to Trump might defend these outlets as 
impartial, arguing that they are simply reporting the truth.

So, are these sources of news biased or not? This is a difficult 
question to answer. There is no definitive “truth” to measure 
against in the reporting of news, only different interpretations 
or presentations of the facts. However, technology today does 
permit some measurement of writing style, rating text by 
whether it is written in a favourable or unfavourable way. This is 
called “sentiment analysis” and it has been used, for example, 
to select good or bad product reviews or travel reviews, or to 
count the apparent preferences for one product or another. 

As news articles can be written to present either a 
favourable or unfavourable view of an event, we decided to 
use sentiment analysis to try to judge whether one of the most 
loudly criticised of news outlets – the New York Times – is 
offering a biased view in its reporting of stories, especially its 
stories about Trump.

What do we mean by “bias”?
Bias in publishing can take two forms: the selection of stories 
to show and how such stories are phrased. A site opposing 
vaccination, for example, may choose to report stories alleging 
a link between autism and vaccination, and may write those 
stories with words like “evil” or “danger”. A site in favour of 
vaccination, meanwhile, might choose to ignore such claims 
and may describe vaccination using words like “protect” 
or “safe”. 

For our research, we sought to separate story selection from 
writing style by pairing stories from different media in which the 
same actual event is described. Thus, any perceptual difference 
is in the presentation of the story rather than the choice of story. 
Paired stories were also published within the same 24-hour 
period, alleviating problems that might arise from the choice of 
time period from which the stories were collected.

As an example of different presentations of the same 
event, consider the front pages from two tabloid papers, the 
Boston Herald and the New York Post, both published after 
the New York Mets defeated the Boston Red Sox in Major 
League Baseball’s 1986 World Series. The headlines used – 
“Heartbreak” in Boston, “World Champs” in New York – tell you 
all you need to know about the sentiment of the two stories.

Building our test collection
Having decided to test whether the New York Times (NYT) is 
biased in its coverage, we needed a benchmark to compare 

against. We chose Reuters for this purpose since it is an 
international news agency with a policy of neutral writing and 
a customer base of media across the entire political spectrum. 

We collected all articles published between 15 May 2018 
and 21 June 2018 (a period of 38 days). Articles came from 
the Reuters online news archive and the NYT’s Today’s Paper 
section, which is published online once a day and is equivalent 
to its print edition. There were 22,322 unique Reuters articles 
and 3,406 unique NYT articles. We divided the NYT stories 
into four categories: front page, business, international, and 
national. We eliminated the editorials since they are supposed 
to be opinionated, and also sports, arts, and obituaries. The 
box, “Data wrangling procedure”, describes how we paired up 
the articles, finding the most similar stories in Reuters to each 
NYT story based on the overlap of meaningful words.

For each article we calculated the sentiment score, and 
for each pair of articles we calculated the difference in 
sentiment scores. To measure sentiment, we used the R 
package sentimentr,1 which is designed to quickly calculate 
text polarity sentiment at the sentence level and optionally 
aggregate by rows or grouping variable(s). We also 
experimented with a sentiment package in Python called 
Vader.2 The results produced by both packages were similar. 

Sentiment is evaluated by counting words with a favourable 
or positive effect, like “happy” and “satisfactory”, as compared 
with words with an unfavourable or negative effect, like “sad” 
and “failure”. Results are based on a dictionary, originating with 
manual ratings, to tell the program which words are positive 
and which are negative. The sentimentr package understands 
some modifiers at sentence level so that “not happy”, for 
example, will be correctly identified as having a negative 

Data wrangling procedure
We took only unique NYT articles from the front page, international, US national, 
and business categories, based on the designation by the NYT Today’s Paper 
classification. We excluded local stories such as sports and obituaries, and opinions.

For each NYT article there were multiple Reuters stories, even within the same 
day, as Reuters constantly updates throughout the day. Thus, for each NYT story, 
we selected the closest Reuters articles which appeared within one day of each 
other and merged Reuters articles when there was more than one.

To find pairs of NYT and Reuters articles that were closely matched to each other in 
terms of content, we removed stop words (such as “the”, “a”, “an”, “in”) and, after 
stemming (a process of reducing words down to their roots, so that, for example, 
“stemming” and “stemmed” become “stem”), we used a contiguous sequence of 
n words, for n = 1, 2 and 3, and then calculated and applied a statistic known as 
“term frequency–inverse document frequency” (TF/IDF) to the corresponding term-
document matrix for computing cosine distance between articles. 

TF/IDF weights words by how many times they are used, divided by the number 
of documents in which the words appear. A word which appears in a great 
many articles is often a word like “reported” or “claimed”, which conveys little 
specificity, while a word that only appears in a few documents, such as the name 
of a place or an individual, is more indicative of the content. If two articles share 
multiple occurrences of a specific word, such as “Chile”, that is a better clue to 
similarity than a few overlaps of a word like “explained”. 

Ultimately, we had 1,058 pairs of unique NYT and Reuters articles for comparison.
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sentiment. As a trivial example, the ratings for the sentences 
“my cat is happy” and “my cat is angry” are respectively 0.375 
and –0.375.

As a further demonstration of our approach, consider the 
following example of a pair of Reuters and NYT articles, both 
on the same story, but falling outside the date range of our 
data set. Both paragraphs give descriptions of an earthquake in 
Sumatra in 2009:

On the island of Sumatra, in Indonesia, a 7.6-magnitude 
quake struck Wednesday evening just 30 miles off the 
coast of the city of Padang, killing at least 200 people and 
trapping thousands in buildings. Indonesian television 
stations showed images of flattened hospitals, hotels and 
houses, burning cars and terrified residents running in the 
center of the city. Power and telecommunications were cut, 
complicating rescue efforts when night fell. (NYT)

The 7.6 magnitude quake struck the bustling port city of 
900,000 people on Wednesday, toppling hundreds of 
buildings. Telephone connections were patchy, making it 
hard for officials to work out the extent of destruction and 
loss of life. (Reuters) 

Using sentimentr, the NYT excerpt scores –0.15, while Reuters 
scores –0.16. We would calculate the difference between the 
NYT and Reuters paragraphs as +0.01 (with the NYT marginally 
more positive). Both paragraphs score negative overall, since 
the subject is distressing, and they are at about the same level 
of negativity.

For a more detailed explanation of our comparison process, 
see “Algorithm for comparison”.

All news
From our data set, we have 1,058 pairs of unique NYT and 
Reuters articles for comparison. There are multiple pairs of 
stories for each of the four sections of the NYT, and for each 
pair the difference in sentiment ratings was computed. The 
distribution of those differences is shown in Figure 1, which 
gives a boxplot for each section. (Examination of individual 
pairs of stories shows a wide and confusing scatter, so we 
relied on summary measures.)

From Figure 1, we see that the front page stories (shown 
in red) are almost centred on zero, meaning that there is no 
overall difference between the sentiment ratings of the stories 
found in the NYT and those published by Reuters. Business 
stories, however, see more of the distribution below zero, 
meaning the NYT tends to be more positive in its coverage 
than Reuters.

But what if we only look at binary scoring (NYT more 
positive versus Reuters more positive) and perform a non-
parametric sign test? Table 1 shows the counts of articles 
where the NYT was more positive than Reuters and where 
Reuters was more positive than the NYT. Based on the figures 
in Table 1, 95% confidence intervals would include a large 
portion of the difference space, and – for all categories except 

business news – we see no strong evidence (as indicated 
by the p-values) that would lead us to reject our a priori null 
hypothesis of no difference between the two media sources.

But what about Trump?
While our initial results would suggest there is not much 
overall difference in the sentiments of stories reported by the 
NYT and Reuters, that does not necessarily answer the charge 
laid most often at the NYT ’s door: that it is biased against 
Donald Trump, and that the tone of its coverage is unfairly 
negative or critical of the President.

To examine this aspect in more detail, we returned to 
our data set and divided articles into two categories: those 
that are about Trump, and those that are not. Neither of 
our news sources provided any explicit categorisation on 
this basis, so we instead based our decision on whether 
an article should be classified as a “Trump” article or a 
“non-Trump” article according to the keywords provided by 
the NYT. More specifically, if the NYT article listed Trump 
as a keyword then it was assumed that the article had 
substantially to do with Trump, and so it would be classified 
as a “Trump” article. If Trump was not used as a keyword, 
the article would be classified as a “non-Trump” article. The 
corresponding paired article from Reuters – matched using 
the same process described earlier – was also counted as 
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FIGURE 1 Comparison of Reuters article sentiment and NYT article 
sentiment, categorised by NYT newspaper section.

TABLE 1 Counts of sentiment type by section, with percentages in brackets.

Relative sentiment Business Front Page International National

NYT more positive 123 (60%) 203 (50%)  123 (48%)  85 (44%)

Reuters more positive  82 (40%) 203 (50%)  132 (52%) 107 (56%)

p-value (two-sided)   0.003 1.00 0.57   0.110
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a “Trump” or “non-Trump” article, depending on the NYT’s 
keywords. We decided not to use the article content to make 
this categorisation since it is possible that Trump may be 
mentioned in an article, but only in passing, and the main story 
may have little to do with him. 

Figure 2a presents the boxplots for the Trump and non-
Trump story ratings, using the same comparison approach 
previously described. What this shows is that the typical 
difference between the sentiment ratings is close to zero, 
again suggesting that stories from the two sources will have 
been written using much the same kinds of words, conveying 
roughly similar sentiments. Reuters may look slightly more 
positive about Trump (with the red distribution centred just 
above zero), but the difference is marginal. Looking at the 
individual pairs of stories in Figure 2b shows a scatter of points 
mostly grouped around the bisecting line, illustrating again 
that the NYT and Reuters articles are closely matched in terms 
of sentiment.

In Table 2 we give the article counts for the non-Trump 
and Trump stories to show how many were more positive by 
source. Reuters had a few more positive Trump stories but, 
in general, both outlets are reasonably balanced in terms of 
the proportion of more or less positive articles, suggesting 
relatively bias-free writing. (Though, of course, critics 
may argue that the two sources just happen to share the 
same biases.) 

Non-Trump Trump
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FIGURE 2 (a) Summary of the differences in article sentiment between 
Reuters and NYT stories, for articles categorised as either not about 
Trump (blue) or about Trump (red). (b) Scatterplot showing, for each 
pair of articles, the sentiment score of the Reuters story versus the 
sentiment score of the NYT story. Articles are again classified either as 
non-Trump (blue) or Trump (red). Points sitting on or near the diagonal 
line are paired articles that have the same or similar sentiment scores. 
Points above the line are pairs where the NYT article is more positive 
than the Reuters article; points below the line are pairs where the 
Reuters article is more positive than the NYT article. (Note that this plot 
has been truncated, with a few data points removed, in order to show 
more detail around the main area of the graph.)

Algorithm for comparison
The sentiment of a sentence is evaluated by adding up the words with a positive 
sentiment (e.g., “happy”, “satisfactory”) or a negative sentiment (e.g., “sad”, 
“failure”) and taking their net difference. The total sentiment score of a document 
is the average score of the sentences in the document. 

We used a measurement software called sentimentr to evaluate the sentiment 
of a document. The software also takes into account the “valence shifters” (i.e., 
negators, amplifiers (intensifiers), de-amplifiers (downtoners), and adversative 
conjunctions) while maintaining speed.

To correct for any systematic bias in measurement, we calculate the difference 
between the scores of the Reuters article and its paired NYT article. Thus, if the 
difference is negative then the NYT article is correspondingly more positive.

Given that scores across stories may not be on an interval scale and score 
distributions may not be Gaussian, we use a non-parametric sign test of the binary 
outcome for each comparison – whether the difference is positive (i.e., the Reuters 
article is more positive than the NYT’s) or negative.

The overall summary is given by the counts of articles published by NYT that are 
more positive than those published by Reuters, and those published by Reuters 
that are more positive than those published by NYT.

We also give a p-value for testing a two-sided hypothesis, p = 0.5 against 
p ≠ 0.5, since if there is no average difference between NYT and Reuters articles 
then p = 0.5. Our a priori null hypothesis is that there is no difference between 
the two media sources that we are comparing. The alternative hypothesis would 
be that there is a difference, but one media source could be more biased or less 
biased than the other – that is, bias could go either way. Thus, we need to consider 
a two-sided comparison of the absolute value of the observed proportion of 
apparently biased stories, minus 0.5. We can then reject the null hypothesis if this 
p-value is small – that is, if the observed proportion of biased stories is too high or 
too low; thus, we need to consider the tail probability on both sides.

TABLE 2 Counts of sentiment type by category, with percentages in brackets.

Relative sentiment Non-Trump Trump

NYT more positive  405 (52%)  129 (46%)

Reuters more positive  370 (48%)  154 (54%)

p-value (two-sided) 0.21 0.14
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Which words matter?
Next, we looked at the word frequencies in the paired stories, 
removing syntactic stop words and some non-syntactic stop 
words such as “york”, “thomson”, and “2018”. For articles 
in the NYT, Figures 3 and 4 show the top word frequencies 
for Trump and non-Trump articles. For the former, the most 
frequent words are “trade” and “republican”, along with 
“tariffs”, “f.b.i”, “kim”, “china” and “immigration”. For the 
latter, we see words like “political” and “law”, although the 
words “republican” and “democrat” appear here too. Words 
like “f.b.i”, “tariffs”, “immigration” and “russia”, however, only 
show up in the Trump articles. Note that the word frequencies 
are not comparable between the categories since there are 
more than twice as many non-Trump articles as Trump articles 
(and the lengths of articles could also be different). The least 
frequent word shown for Trump articles has fewer than 200 
uses, while the least frequent word for non-Trump articles was 
used about 300 times.

The words in Figures 3 and 4 might be most common, 
but that does not necessarily mean they contribute most to 
the sentiment scores of articles. Using the word sentiment 
lexicon developed by Liu,3 we see from Figure 5 that words 
like “support” and “free” make up the positive effect of articles 
about Trump, while words like “hard” and “issue” comprise the 
negative effect. 

Note that some words have multiple meanings: 
“intelligence” may either describe a person or be used in the 
context of “intelligence agency”. Sometimes, as a result, the 
program is oversimplifying: for example, “pardon” in general 
writing is typically used as a polite phrase, but in the context 
of “pardon a criminal” it has a different connotation. Similarly, 
“vice” would normally carry a negative sentiment, but in these 
stories it is nearly always in the context of “vice president” and 
not affecting sentiment; our software modification detects the 
phrase and ignores it.

Figure 6 is similar to Figure 5, but for non-Trump stories. 
The words in both kinds of articles seem fairly common. Usually 
the distinction between positive and negative sentiment is 
not about the use of rare words but the balance between 
ordinary words. The overall sentiment score is a combination 
of word choice and word frequency. If we ask which negative 
words in non-Trump articles are most frequent, we see words 
like “killed” and “death”. The Trump articles show a more 
instructive shading of word usage: a word like “criminal” has a 
higher relative frequency in those articles, and thus a greater 
contribution to the negative sentiment score. Again, with more 
than twice as many non-Trump articles as Trump articles, only 
ranking rather than absolute frequency should be studied.

Answering the critics
Our analysis would lead us to conclude that the NYT does not 
appear biased in its coverage of Trump, or in its reporting of 
news stories more generally – at least, that is the case when 
stories are analysed on the basis of differences in net sentiment 
scores, and when comparing the NYT ’s coverage to that of 
Reuters. But, of course, readers may argue with our approach. 
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FIGURE 3 Most frequent words in Trump-related stories published by the NYT.
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FIGURE 4 Most frequent words in non-Trump-related stories published by the NYT.
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We looked at only two major English-language sources, 
whereas a more general approach would look across 
time, languages, topic selection, format, and originating 
organisation. We also could have looked at unpaired stories, 
to examine the effect of selection decisions: for example, 
whether one publication is covering good or bad news that the 
other did not bother to write about. However, we did not have 
enough material in our 38-day data set to distinguish between 
scenarios such as “one publication picks bad Trump stories” 
and “one publication picks good Trump stories”.

If we had studied a longer time period, we would have seen 
developments over time. However, we might also have seen 
actual changes in the news, which might have distorted the 
perception of sentiment; sometimes an eagerly anticipated 

event turns out to be a disaster, for example. The “snapshot” 
approach that we have taken avoids such problems.

Ultimately, this article outlines a way of studying purely the 
choice of language, by analysing paired stories. Computing 
the sentiment values of the stories shows that our selected 
news sources – NYT and Reuters – agree in general on which 
stories to present as positive or negative. The only evidence 
of difference was in the coverage of business news, which 
was somewhat more positive in the NYT. Examining individual 
story pairs provides a more granular and precise way of 
comparing media, and in this case validated that both sources 
were writing in a similar way about similar topics. n
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FIGURE 5 Top words contributing to sentiment – both positive and negative – in Trump 
articles published by the NYT.
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Trump articles published by the NYT.

Our selected news sources – 
NYT and Reuters – agree in 
general on which stories to 
present as positive or negative
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